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Key Points
· A transformer-based deep learning model (SepsisBERT) trained on 148,000 ICU admissions achieved AUROC 0.913 for sepsis onset prediction 6 hours before clinical diagnosis.
· External validation across three independent hospital systems confirmed robust generalizability (AUROC 0.878–0.901), outperforming current SOFA and qSOFA scoring.
· Feature importance analysis identified lactate trajectory, respiratory rate variability, and medication administration patterns as the highest-ranking predictive signals.
· Prospective integration of SepsisBERT into the ICU workflow reduced median time-to-antibiotics by 38 minutes in a pilot cohort of 412 patients.
· A curated, de-identified benchmark dataset (SEPsIsEHR-v1) comprising 31,500 labeled episodes is released under CC BY 4.0 for community benchmarking.


Abstract
Background: Sepsis remains a leading cause of in-hospital mortality worldwide, yet timely identification is hampered by the heterogeneity of clinical presentations and the cognitive burden placed on frontline clinicians. Artificial intelligence models applied to electronic health records (EHR) offer a promising route to earlier, more reliable detection.
Methods: We developed SepsisBERT, a bidirectional transformer architecture pre-trained on 5.2 million longitudinal EHR sequences and fine-tuned on 148,000 adult ICU admissions from the MIMIC-IV and eICU-CRD databases (Sepsis-3 definition). The model ingests time-stamped vital signs, laboratory values, medication orders, and nursing assessments as a temporally ordered token sequence, and outputs a continuously updated sepsis-onset probability. External validation was performed on three independent hospital datasets totaling 54,600 admissions. Clinical utility was assessed through a single-center prospective study (n = 412) embedded within a quality-improvement framework.
Results: SepsisBERT achieved an area under the receiver-operating characteristic curve (AUROC) of 0.913 ± 0.008 at the 6-hour prediction horizon in held-out test data, compared with 0.745 for qSOFA and
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0.781 for SOFA. Across three external validation sites, AUROC ranged from 0.878 to 0.901. Prospective deployment was associated with a median 38-minute reduction in time-to-antibiotics relative to standard care (𝑝 < 0.001, 95% CI: 28–49 min). Calibration curves and decision-curve analysis confirmed net clinical benefit across relevant threshold ranges.
Conclusions: SepsisBERT demonstrates high discriminative performance and translational utility for real-time sepsis prediction in diverse hospital settings. The open-release benchmark dataset and model weights facilitate reproducibility and community development of next-generation clinical AI.


Keywords: sepsis prediction; electronic health records; deep learning; transformer; clinical AI; critical care informatics; biomedical NLP
MeSH Terms: Sepsis; Electronic Health Records; Deep Learning; Early Diagnosis; Intensive Care Units; Machine Learning
Trial/Registry No.: ClinicalTrials.gov NCT05XXXXXX


1. [bookmark: 1_Introduction]Introduction
Sepsis, defined as life-threatening organ dysfunction caused by a dysregulated host response to infection, affects approximately 49 million individuals annually and accounts for nearly 11 million deaths worldwide[4,13]. Despite decades of clinical research and improvements in critical care, early identification of sepsis-onset remains a persistently difficult clinical task: presenting symptoms overlap substantially with non-septic critical illness, and the standard Sepsis-3 diagnostic criteria— sequential organ failure assessment (SOFA) score ≥ 2 above baseline—require laboratory results that may be unavailable for hours after initial deterioration begins[11].
Motivation for EHR-based AI. Modern hospital information systems continuously generate high-dimensional, temporally dense data streams: vital signs sampled every few minutes, nursing assessments, medication records, laboratory orders, and free-text clinical notes. These data streams contain early signatures of septic deterioration that trained clinicians partially recognize but cannot systematically monitor across all patients simultaneously[8]. Machine learning models that automatically integrate these streams hold promise for population-wide, continuous early warning.
Limitations of prior work. Early EHR-based sepsis models, including MEWS, InSight, and the Epic® Sepsis Model, demonstrated modest discriminative performance (AUROC 0.72–0.82) and were frequently criticized for poor calibration, suboptimal alert specificity, and limited generalizability beyond development sites[1,17]. Recurrent neural network approaches improved upon rule-based systems but struggled with irregular sampling and missing data characteristic of real-world ICU records[10]. Transformer architectures, which model long-range temporal dependencies through self-attention, have achieved state-of-the-art performance on related clinical prediction tasks[6,14], but dedicated sepsis-specific pre-training and large-scale external validation remain lacking.
Contributions. This paper makes four primary contributions:
1. We design and pre-train SepsisBERT, a transformer model tailored to EHR temporal sequences, incorporating a novel Clinical Token Embedding (CTE) scheme that jointly encodes observation type, value, and relative time elapsed.
2. We benchmark SepsisBERT against nine competing models (including LSTM, XGBoost, and qSOFA/SOFA scoring) across prediction horizons from 1 to 12 hours.
3. We report prospective clinical impact data from a quality-improvement study, closing the loop
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between model performance and patient outcomes.
4. We release the SEPsIsEHR-v1 benchmark dataset and pre-trained model weights at https:
//github.com/primeacademic/SepsisBERT.
[bookmark: 2_Related_Work][bookmark: _bookmark0]The remainder of the paper is organized as follows. Section 2 surveys related work. Section 3 describes the study design, datasets, model architecture, and evaluation framework. Section 4 presents experimental results. Section 5 discusses implications, limitations, and future directions. Section 6 concludes.

2. Related Work
2.1 [bookmark: 2.1_Classical_Scoring_Systems]Classical Scoring Systems
[bookmark: 2.2_Machine_Learning_Approaches]The quick SOFA (qSOFA) score—comprising respiratory rate, altered mental status, and systolic blood pressure—was designed as a rapid bedside screen and achieves AUROC values of 0.66–0.74 in emergency department validation studies[11]. The full SOFA score requires laboratory inputs (creatinine, bilirubin, platelet count) and achieves AUROC 0.74–0.82 for ICU-onset sepsis, but its latency is limited by laboratory turnaround time[16].
2.2 Machine Learning Approaches
[bookmark: 2.3_Transformer_Models_for_Clinical_NLP_]Gradient boosting machines trained on static feature snapshots (e.g., NEWS2, SI score) improved early warning for deterioration but discarded temporal dynamics[9]. Recurrent architectures addressed this by encoding variable-length time series; Scherpf et al.[10] achieved AUROC 0.86 using an LSTM trained on MIMIC-III vital signs, though external validation was not reported.
2.3 Transformer Models for Clinical NLP and Prediction
[bookmark: 3_Methods][bookmark: _bookmark1]Li et al.[6] demonstrated that BERT-style pre-training on coded diagnosis sequences improves downstream prediction of 301 disease codes. Steinberg et al.[14] extended this paradigm to structured EHR events in MIMIC-III and eICU-CRD, achieving state-of-the-art performance on multiple in-hospital outcomes. Our work builds on this foundation by (i) incorporating continuous vital sign values as quantized tokens alongside coded events, (ii) adopting a task-specific pre-training objective centered on masked-measurement prediction in ICU contexts, and (iii) conducting multi-site prospective validation.

3. Methods
3.1 [bookmark: 3.1_Study_Design_and_Ethical_Approval]Study Design and Ethical Approval
[bookmark: 3.2_Datasets]This study followed a three-stage design: (1) retrospective model development and internal validation using MIMIC-IV and eICU-CRD, (2) retrospective external validation at three independent sites, and (3) a prospective quality-improvement study. All data use agreements and institutional review board (IRB) approvals are documented in the Appendix A supplementary materials. The prospective study was registered at ClinicalTrials.gov (NCT05XXXXXX).
3.2 Datasets
3.3 [bookmark: 3.3_Clinical_Token_Embedding]Clinical Token Embedding
Each patient timeline is encoded as an ordered sequence of clinical events E = {𝑒1, 𝑒2, . . . , 𝑒𝑇 }, where each event 𝑒𝑡 = (𝑐𝑡 , 𝑣𝑡 , 𝜏𝑡 ) comprises:
· 𝑐𝑡 — clinical concept token (LOINC code for labs, SNOMED-CT for observations, RxNorm for medications);

Table 1. Datasets used for model development, internal validation, and external validation. Sepsis-3 incidence is the proportion of ICU admissions meeting Singer et al. (2016) criteria. Data access requires completion of CITI training (https://physionet.org).

	Dataset
	Site(s)
	Admissions
	Patients
	Sepsis-3 (%)
	Years

	MIMIC-IV[5]
	Beth Israel DM
	94,458
	65,366
	24.3
	2008–2022

	eICU-CRD[7]
	Multi-center
	53,542
	46,520
	19.8
	2014–2015

	Ext-Site A
	Academic Med.
	21,337
	18,902
	22.1
	2018–2023

	Ext-Site B
	Community Hosp.
	17,214
	15,881
	17.4
	2019–2023

	Ext-Site C
	Regional ICU
	16,049
	14,210
	20.7
	2020–2023

	Prospective
	Stanford ICU
	412
	412
	28.6
	2025



· 𝑣𝑡 — quantized value token (continuous values binned into 𝐾 = 100 quantile buckets per concept type);
· 𝜏𝑡 — relative time embedding (sinusoidal, anchored to ICU admission). The Clinical Token Embedding (CTE) fuses these three embeddings:
[bookmark: _bookmark2]𝒉𝑡 = W𝑐 𝑐𝑡 + W𝑣 𝑣𝑡 + TimeEmb(𝜏𝑡 ),	(1)
[bookmark: 3.4_SepsisBERT_Architecture]where W𝑐, W𝑣 ∈ R𝑑×𝑑vocab are learnable projection matrices and TimeEmb(·) is a fixed sinusoidal encoding of elapsed hours. The combined embedding dimension is 𝑑 = 512.

3.4 SepsisBERT Architecture
SepsisBERT follows a standard bidirectional transformer encoder[2,15] with the modifications described below.
SepsisBERT Architecture Summary
· Layers: 12 transformer encoder blocks
· Hidden size: 𝑑 = 512; attention heads: 8
· Feed-forward dim: 2,048; dropout: 0.10
· Max sequence length: 4,096 tokens (≈ 24 hours of ICU data at median sampling density)
· Pre-training: Masked Clinical Measurement Prediction (MCMP) objective on 5.2 million EHR sequences; 100,000 steps, batch size 256, learning rate 3 × 10−4
· Fine-tuning:	Binary classification head (sepsis onset within prediction horizon ℎ  ∈
{1, 2, 4, 6, 8, 12} h); 10 epochs, learning rate 1 × 10−5
· Hardware: 8 × NVIDIA A100 (80 GB); pre-training wall time: ≈92 hours

3.5 [bookmark: 3.5_Prediction_Task_and_Label_Definition]Prediction Task and Label Definition
[bookmark: 3.6_Evaluation_Framework]At each hour 𝑡, the model outputs 𝑝ˆ𝑡,ℎ—the predicted probability of Sepsis-3 onset within the next ℎ hours. A positive label (𝑦 = 1) is assigned to all time windows that overlap with the 4-hour window immediately preceding the clinical Sepsis-3 timestamp. Figure 1 illustrates the labeling scheme.
3.6 Evaluation Framework
[bookmark: 4_Results][bookmark: _bookmark3]Primary performance metric: AUROC for discriminative ability. Secondary metrics: area under the precision-recall curve (AUPRC), sensitivity (recall) and specificity at alert thresholds corresponding to 80% sensitivity, positive predictive value (PPV), and calibration (Brier score, ECE). Statistical comparisons used DeLong’s test for AUROC and bootstrap confidence intervals (𝐵 = 1,000).


[bookmark: 4.3_Prospective_Clinical_Impact]
[bookmark: _bookmark4]Figure 1. Sepsis-3 labeling scheme. The red dashed line marks the clinical Sepsis-3 timestamp (SOFA ≥ 2 + suspected infection). Positive labels (orange) span the 4-hour window prior to onset; negative labels (blue) span all preceding windows > 4 h before onset or full admissions without sepsis. The prediction horizon ℎ
determines how far in advance the model aims to flag onset.


4. Results
4.1 [bookmark: 4.1_Internal_Validation_Performance]Internal Validation Performance
Table 2 summarizes discriminative performance at the 6-hour prediction horizon across all evaluated models. SepsisBERT achieved AUROC 0.913 ± 0.008, significantly outperforming all comparators (𝑝 < 0.001 vs. XGBoost; 𝑝 < 0.001 vs. qSOFA).

[bookmark: _bookmark5]Table 2. Discriminative performance at 6-hour prediction horizon (internal test set, 𝑛 = 29,800 admissions). AUROC and 95% CI reported; sensitivity and specificity at 80% sensitivity threshold. † = 𝑝 < 0.05 vs. SepsisBERT (DeLong’s test); ‡ = 𝑝 < 0.001.

	Model
	AUROC (95% CI)
	AUPRC
	Sensitivity
	Specificity

	qSOFA‡
	0.745 (0.731–0.759)
	0.341
	0.800
	0.583

	SOFA‡
	0.781 (0.769–0.793)
	0.387
	0.800
	0.641

	NEWS2‡
	0.793 (0.781–0.805)
	0.412
	0.800
	0.662

	XGBoost (static)‡
	0.852 (0.843–0.861)
	0.491
	0.800
	0.753

	LSTM (temporal)†
	0.881 (0.873–0.889)
	0.542
	0.800
	0.791

	SepsisBERT (ours)
	0.913 (0.906–0.920)
	0.601
	0.800
	0.843




4.2 [bookmark: 4.2_External_Validation]External Validation
Across the three external sites, SepsisBERT achieved AUROC values of 0.901, 0.878, and 0.889 respectively (Table 3), demonstrating robust generalizability despite differences in EHR systems, patient demographics, and local sepsis protocols.
[bookmark: _bookmark6]Table 3. External validation performance at 6-hour horizon. Site characteristics and data access are detailed in the Supplementary Methods.

	Site
	𝑛 admissions
	AUROC
	AUPRC
	Brier score

	Ext-Site A (Academic)
	21,337
	0.901
	0.579
	0.087

	Ext-Site B (Community)
	17,214
	0.878
	0.551
	0.095

	Ext-Site C (Regional ICU)
	16,049
	0.889
	0.563
	0.091

	Pooled
	54,600
	0.890
	0.564
	0.091



4.3 [bookmark: 5.2_Limitations]Prospective Clinical Impact
[bookmark: 4.4_Feature_Importance]In the prospective cohort (𝑛 = 412; 28.6% sepsis incidence), integration of SepsisBERT alerts into the ICU workflow was associated with a median 38-minute reduction in time-to-antibiotics (𝑝 = < 0.001; (95% CI: 28–49) min). Thirty-day in-hospital mortality trended toward reduction in the sepsis sub-cohort (22.0% vs. 26.4% historical control, 𝑝 = 0.09), pending larger randomized evaluation.
4.4 Feature Importance
Attention attribution analysis identified the top five predictive feature categories at the 6-hour horizon:
(1) lactate trajectory (relative importance = 0.189), (2) respiratory rate variability (0.153), (3)
vasopressor administration pattern (0.141), (4) white blood cell count trend (0.118), (5) SpO2/FiO2
ratio (0.097).

Figure 2. SepsisBERT prediction horizon performance. AUROC (mean ± SD across 5-fold cross-validation) as a function of prediction horizon ℎ ∈ {1, 2, 4, 6, 8, 12} hours before Sepsis-3 onset. Shaded band
= 95% confidence interval. Horizontal dashed lines indicate qSOFA and SOFA baselines.


5. [bookmark: 5_Discussion][bookmark: _bookmark7]Discussion
5.1 [bookmark: 5.1_Interpretation_of_Findings]Interpretation of Findings
SepsisBERT’s superior discriminative performance (AUROC 0.913) relative to static scoring systems and prior LSTM baselines is attributable to three architectural advantages: (1) self-attention enables the model to weight clinically co-informative events that may be temporally distant (e.g., pairing an early lactate rise with a subsequent prescription change); (2) pre-training on 5.2 million EHR sequences instills a prior distribution over routine ICU event patterns, improving sample efficiency during fine-tuning; and (3) the CTE embedding scheme preserves both the identity and quantitative magnitude of each observation, unlike binary-coded approaches.
Clinical & Translational Significance
· A 38-minute reduction in time-to-antibiotics is clinically meaningful: each hour of delay in sepsis care is associated with a 4–9% increase in mortality[3,12].
· The model’s specificity of 0.843 at 80% sensitivity suggests approximately 8 false alerts per true positive at median sepsis prevalence, which ICU nurses in post-implementation surveys rated as manageable (alert fatigue score 3.1/10 vs. 6.8/10 for an existing vendor alert system).
· Deployment was most impactful during night shifts (00:00–06:00), when nurse-to-patient ratios are lowest and clinician surveillance is most limited.


5.2 Limitations
[bookmark: 5.3_Comparison_with_Related_Systems]Several limitations warrant acknowledgment. First, the prospective study was non-randomized and conducted at a single academic medical center with high baseline sepsis protocol adherence; randomized controlled trials are needed to establish causal mortality benefit. Second, model inputs were limited to structured EHR data; integration of free-text clinical notes and medical imaging could further improve performance. Third, demographic subgroup analyses revealed lower AUROC in patients with chronic kidney disease (0.881 vs. 0.920 overall), likely reflecting atypical laboratory trajectories; targeted recalibration for high-risk subgroups is warranted. Fourth, generalizability to low- and middle-income country settings, where EHR data density is lower, requires dedicated evaluation.
5.3 Comparison with Related Systems
[bookmark: 6_Conclusion][bookmark: _bookmark8]Our results compare favorably with Epic Sepsis Model (AUROC 0.76–0.83 in published valida-tions[17]), Sepsis ImmunoScore (0.82), and the Continuous Early Warning Score (CEWS, 0.84). The 3–4% absolute AUROC improvement over the best prior DL method (LSTM, 0.881) represents a clinically meaningful advance at the population scale of a major health system.

6. Conclusion
We have presented SepsisBERT, a transformer-based clinical AI model that achieves state-of-the-art performance for early sepsis detection from EHR data and demonstrates prospective clinical benefit in a real ICU deployment. The open release of SEPsIsEHR-v1 and model weights aims to accelerate community progress on this high-impact clinical problem. Future work will extend the model to pediatric populations, incorporate clinical notes through multi-modal pre-training, and conduct a prospective multi-site randomized trial to establish definitive mortality impact.
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A. IRB Approvals and Data Use Agreements
[bookmark: B_Supplementary_Methods:_EHR_Preprocessi]Copies of all IRB approval letters, data use agreements, and CITI training certificates are retained in institutional records. Site-specific IRB reference numbers are: Site A IRB-XXXXX; Site B IRB-XXXXX; Ext-Site A IRBNXXXXX; Ext-Site B IRBXXXXX; Ext-Site C IRBXXXXX.

B. Supplementary Methods: EHR Preprocessing Pipeline
B.1 [bookmark: B.1_Vital_Sign_Tokenization]Vital Sign Tokenization
Continuous vital signs (heart rate, blood pressure, respiratory rate, SpO2, temperature) were quantized using concept-specific percentile bins computed from the training corpus. Table 4 lists the binning thresholds for the five primary vital signs.
[bookmark: _bookmark27]Table 4. Vital sign quantization thresholds (training corpus percentiles).

	Vital sign
	P5
	P25
	P75
	P95

	Heart rate (bpm)
	52
	68
	95
	120

	Systolic BP (mmHg)
	90
	108
	138
	165

	Respiratory rate (brpm)
	10
	14
	21
	28

	SpO2 (%)
	92
	96
	99
	100

	Temperature (°C)
	36.0
	36.6
	37.5
	38.8



B.2 [bookmark: B.2_Handling_Missing_Data]Handling Missing Data
[bookmark: C_Extended_Algorithm:_SepsisBERT_Inferen]Missing observations were represented by a dedicated [MISSING] token rather than imputation, allowing the model to learn from absence patterns. Admissions with fewer than 20 clinical events in the first 4 hours were excluded from the training corpus (𝑛 = 2,847, 1.4%).

C. [bookmark: _bookmark28]Extended Algorithm: SepsisBERT Inference

Algorithm 1 SepsisBERT Real-Time Inference Loop

Input: ICU admission stream S, pre-trained model 𝑀, prediction horizon ℎ, alert threshold 𝜃
Output: Real-time sepsis alert stream A 1: Initialize patient context buffer B ← ∅ 2: Initialize alert list A ← ∅
3: while admission is active do
4:	Receive new clinical event 𝑒𝑡 = (𝑐𝑡 , 𝑣𝑡 , 𝜏𝑡 )
5:	Tokenize 𝑒𝑡 using Clinical Token Embedding ((1))
6:	Append token to buffer: B ← B ∪ {𝑒𝑡 }
7:	if |B| ≥ min_context then
8:	𝑝ˆ𝑡,ℎ ← 𝑀 (B)	⊲ Forward pass
9:	if 𝑝ˆ𝑡,ℎ ≥ 𝜃 then
10:	Append alert (𝑡, 𝑝ˆ𝑡,ℎ) to A
11:	Trigger bedside notification
12:	end if
13:	end if
14: end while
15: return A
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